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Abstract

Many authors add variables sequentially to their covariate sets when using linear estima-
tors to investigate the effect of a variable of interest X1, on some outcome y. One justification
for this practice involves robustness: if estimates of the coefficient on X1 are stable across
specifications, then researchers conclude that their findings are robust. A second justification
involves accounting: by measuring the difference in X1’s estimated coefficient as they add sets
of covariates to the specification, researchers sometimes claim to have measured the effects of
covariate variation on this coefficient. In this paper, I show that sequential covariate addition
can be very misleading. The relationship between X1 and a given covariate set may be sensitive
to the order in which other covariates have been added. This sensitivity is especially problem-
atic for accounting exercises, as I show using the canonical example of the black-white wage
gap. The paper’s main contribution is to show how to use the population and sample omitted
variables bias formulas to define an economically and econometrically meaningful conditional
decomposition that explains how much various covariates account for sensitivity in the esti-
mated coefficient on X1. I illustrate the conditional decomposition using NLSY data on the
black-white wage gap, with interesting empirical results. I also briefly discuss several exten-
sions, including: instrumental variables estimators; the fact that my decomposition nests the
Oaxaca-Blinder decomposition; and using the properties of the omitted variables bias formula
to construct a Hausman test for cross-specification differences in coefficient estimates under
the null that X1 and X2 are uncorrelated. Finally, I provide asymptotic variance formulas in an
appendix, as well as a link to Stata code that implements my estimators.

∗I would like to thank David Card, Mark Duggan, Bill Evans, Steve Haider, Judy Hellerstein, Kei Hirano, Jon
Klick, Justin McCrary, Ingmar Prucha, Jim Smith, Alex Whalley, Justin Wolfers, and seminar participants at Berkeley,
the BLS, LSU, UC-Irvine, University of Maryland, and RAND for helpful comments and discussions.
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1 Introduction

It is a staple of contemporary empirical research, across many fields of economics, to estimate

multiple versions of a linear regression model. One starts from a base specification and then adds

progressively more covariates. One basic objective of sequential addition is to evaluate the robust-

ness of the coefficient on some variable of interest, X1, as various covariates in X2 are partialled

out. In this paper, I evaluate what can be learned about robustness from sequential covariate ad-

dition exercises. The answer generally is “not much”. For example, consider a classic empirical

topic, the black-white wage gap. The conditional gap given both education and occupation is not

the same population parameter as the conditional black-white wage gap given only education. Dif-

ferent covariate sets map to different probability limits for the coefficient on X1. Thus, changing

the order in which covariates are added changes the difference in the estimated coefficient on X1

that will be attributed to each covariate set.

A second purpose of this paper to offer a computationally simple and econometrically mean-

ingful alternative to the following accounting question: how much of the change in X1 coefficients

can be attributed to different variables in X2 as we move from the base specification that has no

X2 covariates to the full specification that has all X2 covariates? Many cases of interest involve at-

tempts to determine how much of a cross-group difference in some outcome variable’s mean is due

to group-level heterogeneity in observables, as with the case of the black-white wage gap. In this

example, y represents log wages; X1 is a dummy variable indicating race, and possibly also some

other baseline controls; and X2 contains a variety of observed covariates that are potentially related

to wages and may vary systematically across race. The change in the estimated race-dummy co-

efficient as each new set of covariates is added is then interpreted as being due to variation in the

most recently added set of variables.

I show below that using sequential covariate addition in the case of the black-white wage gap

gives empirically non-robust answers to the accounting question. For example, depending on the

sequence in which education and test score variables are added to the wage equation, education

variation either increases the black-white wage gap a little or reduces it substantially. My theo-

retical discussion shows that this non-robustness occurs because of an empirical fact previously

noted by Lang and Manove (2006): the black-white education gap depends critically on whether
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one conditions on test scores.

Because a robustness measure that is itself not robust to the order of computation is problem-

atic, I develop an alternative, conditional decomposition. This decomposition is based on a simple

least-squares identity that links the estimates of the base- and full-specification coefficients on X1:

β̂base
1 = β̂full

1 +(X ′
1X1)

−1 X ′
1X2β̂2.1 An advantage of my decomposition is that it yields consistent es-

timates of economically and econometrically meaningful population parameters. In the context of

the black-white wage gap, this derivation gives a clear meaning to the “effect of adding covariates”.

Whether variation in a covariate increases or reduces the gap depends on (a) whether the covari-

ate has a positive effect on wage, and (b) whether the covariate has a higher mean among blacks

or whites (after partialling out other X1 variables present in the base specification). These basic

ideas have a long history in econometrics and statistics. But to my knowledge, the decomposition

usefulness of the sample omitted variables bias formula has not previously been recognized.

Since my decomposition is based on parameter estimates computed from the full specifica-

tion, it is order-invariant. Moreover, it can be implemented by estimating a manageable set of

simple auxiliary models and thus requires only minor effort. Also, asymptotic variance formulas

are straightforward to derive. I also provide Stata code that implements my decomposition and

provides consistent coefficient and variance estimates.2

My results show that nothing is gained, and much can be lost, via the practice of sequentially

adding covariates. Researchers interested in a formal decomposition of the difference in X1 coef-

ficient estimates would be better served by determining which covariate sets are of interest when

it comes to robustness and then using my conditional decomposition to estimate how much these

covariate sets move the coefficient of interest. The same goes for researchers interested in the ro-

bustness of the estimated coefficient on X1 as a general matter. In sum, everything of interest can

be learned by properly using results from the full specification, and anything else that would be

learned via sequential addition isn’t true.

The rest of this paper proceeds as follows. In section 2, I discuss a large number of papers in

which authors have added covariates sequentially for one or both of the reasons listed above. In

section 3, I revisit Neal and Johnson’s (1996) well-known study of the black-white wage gap, as

1This identity appears in Goldberger (1991), though it may have appeared elsewhere first.
2Code for my b1x2 command is available for download from http://gelbach.eller.arizona.edu/papers/b1x2/.
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well as Lang and Manove’s (2006) interesting reconsideration. In section 4, I develop a conditional

decomposition, using the sample omitted variables bias formula. Conditional on education, indus-

try dummies, and occupation dummies, I find that heterogeneity in test scores explains roughly a

third of the overall black-white wage gap in a sample similar to Neal and Johnson’s (1996). Ed-

ucation explains less than 10 percent of the overall gap, variation in occupation of employment

explains about 20 percent of the wage gap, and variation in industry explains virtually none.

In section 5, I briefly discuss three extensions. First, my decomposition nests the Oaxaca-

Blinder decomposition (OBD). Second, my decomposition can be extended to instrumental vari-

ables estimators. Third, under the null hypothesis that X2 covariates are orthogonal to X1, one

can use Hausman’s (1978) well-known variance-of-differences result to test for statistically signif-

icant changes in the coefficient on X1. The practical usefulness of this result is that when a single

coefficient is of interest, one can assess the null with very little information: only the estimated

coefficients and standard errors from the two specifications are needed. While my discussion of

these issues is very brief, details can be found in Gelbach (2009).

Finally, I conclude in section 6.

2 Examples From the Literature

Consider the case of cross-group gaps in wages. In their outstanding review of work on race, gender

and labor markets, Altonji and Blank (1999) report results from estimating a variety of models

relating wages to characteristics of workers and their jobs.3 Among their Table 4 results are three

sets of estimates, Models 4 through 6, of wage regressions using data from the 1995 March CPS.

My Table 1 reports their estimates of the coefficient on the black indicator and provides details

about included covariates. Altonji and Blank write that

As control variables are added to the model the negative effect of race . . . on hourly
wages becomes less significant. In 1995, black males received 21% lower hourly
wages than white males if no control variables were included; they received 12% less
once education, experience and region were controlled for, and they received 9% less
when a full set of control variables were included. [Page 3156.]

3Unless noted otherwise, all references to wages in this paper are to the natural log of wages.
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A common inference to draw from this discussion is that education, experience and region

account 21%− 12% = 9% of the black-white wage gap, while additional controls account for

12%− 9% = 3%. Indeed, the word “account” is sometimes used explicitly to characterize the

change in a coefficient of interest when covariates are added. Consider Krueger’s (1993) famous

study relating the wage structure to computer use. Krueger writes that

[b]etween October 1984 and 1989 the conventional OLS estimate of the return to ed-
ucation in the private sector increased by 0.96 points [from 7.92 to 8.88]. However, if
computer use is held constant, the return to education is estimated to have increased
by 0.56 points [from 7.06 to 7.62]. Thus, it appears that increased computer use can
“account” for 41.6 percent (= 100 • (0.96− 0.56/0.96)) of the increase in the return
to education in the private sector. [Pages 51–52.]4

For another accounting example, consider Levitt and Syverson (2008), who use a sample of

Chicago-area home sales to test whether agents exploit informational advantages over their prin-

cipals. They estimate regressions of the log price of home sales on a dummy variable indicating

whether the home sold is owned by a real estate agent. When the agent owns the home, the agent is

also the principal. A principal-agent problem would cause sale prices of non-agent owned homes

to be lower than those of agents’ own homes. Thus, presence of a principal-agent problem implies

a positive coefficient on the agent dummy.

My Table 2 reports some of Levitt and Syverson’s results, from their Tables 1 and 2. When

only city and year dummies are included, the coefficient on the agent dummy is 12.8 log points; I

will consider this the base specification. The agent-dummy coefficient estimate falls to 4.8 when

the authors include city-by-year dummies and basic characteristics related to the home’s scale

(e.g., number of bedrooms). Levitt and Syverson write that “the sales price difference between

agent-owned and non-agent-owned homes is . . . almost two-thirds less than the within-city differ-

ence obtained before conditioning on scale.” The authors then add more detailed house qualilty

indicators, the listing agent’s total number of sales, indicators of various keywords in the home’s

listing, and, finally, block dummies. As my Table 2 shows, most of the change in the coefficient

4DiNardo and Pischke (1997) have suggested that Krueger’s estimates of the coefficient on the computer-use
dummy itself are actually picking up occupational characteristics. Their argument is largely based on the fact that
the computer-use dummy’s coefficient moves substantially when they add occupation dummies to a base specification.

4



on the agent dummy between the first (base) and last (full) specification occurs when basic house

characteristics are added. Levitt and Syverson conclude that

the primary dimension along which agent-owned houses differ from other homes is in
terms of scale and readily identifiable amenities.. . . Including a wide range of controls
in addition to these basic ones . . . has a relatively small impact on the measured impact
of agent-ownership. (Page 604)

However, it is possible that the scale and basic-amenity variables are correlated with detailed

indicators of house quality, description keywords, and block dummies. Thus, it is possible that

the coefficient on the agent dummy would move just as much when any of these other sets of

covariates is added before adding the basic scale and amenity characteristics. Without a conditional

accounting method, it is not possible to assess Levitt and Syverson’s conclusion concerning the

cause of the difference in unconditional and conditional agent-dummy effects.

In the examples above, authors draw inferences concerning the importance of different sets of

covariates in affecting the magnitude of the coefficient of interest. Other cases involve only the

general question of whether the coefficient on the variable of interest moves much at all. Con-

sider the following passage from Lee and McCrary’s (2005) excellent study, which uses regression

discontinuity methods to evaluate discounting behavior by young potential criminal offenders:

Moving from left to right in Table II, we control for an increasing number of factors.

Column (1) gives our most parsimonious model, controlling only for a juvenile/adult

dummy and a cubic polynomial in age at current arrest; column (8) gives our most

complex model, adding controls for race, size of county in which the baseline arrest24

occurred, offense type of baseline arrest, and a quintic polynomial in age at baseline

arrest. In each column, the added controls are good predictors of the probability of ar-

rest, but in no case does including additional controls affect the estimated discontinuity

importantly. (Page 17.)

The practice of sequentially adding covariates, whether for purposes of formal accounting or

as a robustness check on a coefficient of interest, is now common throughout myriad subfields of

economics. Further examples that I will not discuss in detail include the following:

5



• Economics of crime: Lee and McCrary (2005), Donohue and Levitt (2001).

• Population economics and economics of the family: Goldin and Katz (2002), Stevenson
and Wolfers (2006), Caceres-Delpiano (2006).

• Welfare Reform: Haider, Schoeni, Bao and Danielson (2004).

• Economics of Education: Cullen, Jacob and Levitt (2005).

• Economics of desegregation: Kane, Riegg and Staiger (2006), Guryan (2004).

• Wage gaps: Hellerstein and Neumark (2008), Charles and Guryan (2008), Bound and Free-
man (1992).

• Health economics and tort reform: Sharkey (2005), Klick and Stratmann (2007), Kessler
and McClellan (1996).

• Economic development: Duflo (2001), Deaton (2008), Hanushek and Woessmann (2008).

• Banking and financial economics: Khwaja and Mian (2008).

• Bankruptcy: Lefgren and McIntyre (2009).

• Economics of the minimum wage: Card and Krueger (1995, e.g, Table 4.10).

• Positive political economy: Edlund and Pande (2002).

• Economics of environmental regulation: Greenstone (2002).

• Human capital and seniority: Moore, Newman and Turnbull (1998).

I emphasize that all of the work listed here is thoughtful, interesting, and well executed. My

criticism is not of any particular paper, but rather the clearly accepted practice of sequential co-

variate addition itself.

3 Sequential Addition and the Black-White Wage Gap

I now turn to an empirical example involving the black-white wage gap, based on Lang and

Manove’s (2006) reconsideration of influential work by Neal and Johnson (1996, henceforth, NJ).

NJ argue that educational attainment should be excluded from wage equations, since schooling

decisions may be endogenous to labor market conditions. Neal and Johnson use data from the

NLSY79 to evaluate the effects of both excluding schooling and controlling for a person’s score

on the Armed Forces Qualification Test (AFQT), a commonly used measure of ability. Because
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NLSY subjects generally take the AFQT before they would have finished school, Neal and Johnson

argue that this variable is an exogenous measure of ability based on pre-labor market information.

Neal and Johnson find a conventionally large unconditional black-white wage gap, which per-

sists in large part when one includes years of schooling as a covariate. In Table 3, I report results

from wage regressions using my own NLSY sample, which I constructed to roughly match NJ’s.5

In the first row of Panel A, I report the estimated coefficient on a race dummy from a different spec-

ification. All specifications include a dummy variable indicating whether a person is Hispanic, as

well as a linear age term. The specification in the second column also includes years of schooling;

the specification in the third column drops schooling but includes a measure of AFQT score; and

the specification in the fourth column includes both of these variables.

The column (1) coefficient shows that, partialling out age and a Hispanic indicator, the average

wage among NLSY young blacks with 1990 earnings is 22.1 log points below the average among

young whites. Thus, β̂base
1 = −22.1. Because this estimate is essentially the same as the simple

black-white difference in mean log wages when no age control is included and Hispanics are

excluded from the sample (21.9 log points), I will also refer to β̂base
1 as the simple black-white

wage gap. Adding schooling, in column (2), reduces the black-white wage gap to 19.6 log points;

using obvious notation, we thus have β̂1,race(Xeduc
2 ) =−19.6.

NJ’s central result is that when schooling is excluded from the model, adding the AFQT test

score as a covariate drives the coefficient on the race dummy much of the way toward zero. My col-

umn (3) coefficient estimate replicates this result. Adding AFQT to the base model in column (1)

reduces the black-white wage gap from 22.1 log points to just 7.2 log points: β̂1,race(X
AFQT
2 ) =

−7.2. Based on this result, Neal and Johnson argue that most of the observed black-white wage

gap is due to pre-market differences across race in ability, whatever the cause of these differences,

rather than features of the labor market.

Lang and Manove (2006) construct a signalling model that implies that both educational at-

tainment and test scores must appear as covariates in wage equations. In column (4) of Table 3,

I report the estimated black-white wage gap from a specification that includes both AFQT and

5I discuss the sample in Appendix Agiven. While my specifications have 156 more observations than do NJ’s, my
results in specifications with given covariate sets are very similar to theirs. I have thus chosen to focus on the sample
used here, rather than seeking to match the samples more closely.
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educational attainment, like the one Lang and Manove estimate.6 This specification, which I treat

as the full specification for now, yields a black-white wage gap of 11.7 log points. This gap is only

about half the size of the column (1) estimate, but it is 4.5 log points greater than NJ’s preferred

specification. For purposes of discussion in the present paper, it will be easiest to accept Lang

and Manove’s argument that both education and AFQT belong in the wage equation.7 Thus, I will

regard the column (4) model that includes both AFQT and education as the full specification, so

β̂full
1 =−11.7.

The total difference between the base and full specifications is δ̂ = β̂base
1 − β̂full

1 = −10.4 log

points. In other words, partialling out both education and AFQT explains away 10.4 log points of

the simple column-(1) gap of 22.1 log points. In Panel B of Table 3, I turn to the issue of accounting

for this 10.4-point explained. As discussed above, a common approach to such accounting is to

add covariates sequentially and tally up the incremental changes in the black-white wage gap.

The entry in the first row and column of Panel B shows that adding education to the base model

reduces the black-white wage gap by 2.5 log points, which is the difference between the column (1)

and column (2) coefficients. The entry in the second row shows that when we add AFQT to the

column (2) specification, yielding column (4), the black-white wage gap falls by an additional 7.9

log points. A typical interpretation of these results would be that variation in education explains

2.5÷ 10.4 = 24% of the explained part of the black-white wage gap, while variation in AFQT

scores explains 7.9÷10.4 = 76%.

However, the education-AFQT sequence is not the only possible one for adding covariates.

The second column in Panel B of Table 3 reports sequential-accounting results when we first add

AFQT to the base specification and then add education. Comparing the estimates in columns (1)

and (3) of Panel A now suggests that AFQT variation explains 14.9 log points of the black-white

wage gap, for a total of 14.9÷ 10.4 = 143% of the explained part of the black-white wage gap.

Meanwhile, when we add education to the column (3) specification, the black-white wage gap

increases in magnitude by 4.5 log points. In other words, variation in education now appears to

6LM’s sample and use of weights differs somewhat from NJ’s, but the pattern of estimates they report is similar to
the one exhibited in Table 3.

7NJ’s position is that AFQT is a better measure of skill than educational attainment. They argue that any correlation
between wages and schooling that holds conditional on AFQT must as a matter of logic be due either to measurement
error or endogeneity of post-AFQT administration schooling. Lang and Manove’s signalling model provides an alter-
native, theory-based explanation for the need to include schooling in wage equations. Because they provide a variety
of evidence in favor of their preferred approach, I will accept their position for purposes of this paper.
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reduce the black-white wage gap, so holding education constant increases the gap.

How can this counter-intuitive result occur? As Lang and Manove comment and demonstrate

in their Table 2, blacks in the sample have fewer years of schooling than whites, but the sign of

this correlation is reversed after we partial out AFQT scores. In Table 4, I report results from

auxiliary regressions of education on a black indicator. Both specifications include a Hispanic

indicator and a linear age control. The specification in column (1) includes no other covariates,

and it shows that by 1990, blacks had completed an average of 0.37 fewer years of schooling

than whites. In column (2), I add AFQT to the covariate set in this auxiliary model. The results

show that, conditional on AFQT, blacks get over a year more education than whites. As I discuss

below, this reversal in the sign of the relationship between educational attainment and race is the

key to understanding the sensitivity of the accounting results in Table 3 to the sequence in which

education and AFQT are added to the base wage specification.

The results in this section should serve as a wake-up call. In a classic application, they point

to the possibility that sequential addition of covariates can lead to very different conclusions about

how much different covariates contribute to explaining the black-white wage gap. Results in Ta-

ble 3 could be read to imply that the black-white differences in education either increase the black-

white wage gap by 2.5 log points or reduce it by nearly twice as much. Meanwhile, black-white

differences in test scores either reduce the wage gap by three-fourths of the total explained amount,

or by more than 140%. Given that one believes both schooling and test scores belong in the wage

equation, there is no clear basis on which to choose from these results, because the sequence of

addition is arbitrary. Yet all of these results have potentially important policy and research conse-

quences.

The results in this section throw into stark relief the sequence-sensitivity of the sequential

addition-based approach to accounting for the change in a coefficient between the base and full

specifications. I now turn to my own decomposition, which is conditional and therefore does not

involve such problems.
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4 Accounting for Coefficient Changes

I assume the two sets of right-hand side variables, X1 and X2, have k1 and k2 variables in each. The

population linear relationship between Y and X =
[
X1 X2

]
is

Y = X1β1 +X2β2 + ε, (1)

With no assumptions on the conditional expectation of ε given the regressors, we can think

of (1) as simply specifiying a linear projection relationship: assuming all relevant expectations

exist, we can define β = (β′1,β
′
2)
′ as β = E[X ′X ]−1E[X ′Y ]. Under the assumption that E[εi|Xi] = 0

for all observations i, β has a causal interpretation as the partial effect of X on Y , since then

E[Yi|Xi = x] = xβ and the partial derivative of the conditional expectation is β. In general I will

assume that E[ε|X ] = 0 does hold, though none of the results below require this assumption.8

As usual, the OLS estimator for the full vector of partial effects β is given by β̂ ≡ (X ′X)−1X ′Y .

I label β̂full
1 and β̂2 the components of β̂ that correspond to the variables in X1 and X2, respectively.

Standard results imply that β̂full
1 is consistent for β1 without assuming anything about either β2 or

the correlation between X1 and X2, since all X2 variation is partialled out in the full specification.

Now consider the coefficient on X1 from the base specification that ignores X2. The estimator for

this coefficient is β̂base
1 ≡ (X ′

1X1)
−1 X ′

1y, whose probability limit is

plim β̂
base
1 = β1 + plim

(
X ′

1X1
)−1 X ′

1X2β2, (2)

or β
base
1 = β1 +Γβ2 = β1 +δ. (3)

Here, the parameter Γ is the matrix of coefficients from projecting the columns of X2 on the

columns of X1:

X2 = X1Γ +W, (4)

8See Wooldridge (2002) for a useful discussion of projections and partial effects.
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where W is a matrix of conformable projection residuals. Equation (3) has two interpretations.

In the first, δ is the population omitted variables bias from excluding X2 when estimating β1 via

least squares: βbase
1 is the parameter identified by this approach, and βbase

1 differs from the β1 by

δ. As noted above, the second interpretation is that βbase
1 is an interesting parameter in its own

right. Under this interpretation, it is natural to consider decomposing δ into components related to

different X2 variables. Empirical decomposition exercises then involve breaking δ into meaningful

components and estimating them.

In the example discussed in section 3, X2 has two columns: one for education and one for

AFQT. Thus, Γ also must have two columns. In this example, the projection relationship in (4) can

also be written, in more detailed form, as

XAFQT
2 = Γ

AFQT
0 +X1,raceΓ

AFQT
race +X1,HispanicΓ

AFQT
Hispanic +X1,AgeΓ

AFQT
Age +W AFQT, (5)

Xeduc
2 = Γ

AFQT
0 +X1,raceΓ

educ
race +X1,HispanicΓ

educ
Hispanic +X1,AgeΓ

educ
Age +W educ. (6)

In this example, X1 contains a constant, a race indicator, an Hispanic indicator, and age, as in

Table 3 above. The row of ΓAFQT corresponding to the race dummy tells us the black-white mean

difference in residual test scores after partialling out the other elements of X1; the race dummy’s

row in Γeduc tells us the same thing for years of educational attainment.

To see how the elements of (5) affect the difference between βbase
1 and βfull

1 , I rewrite (3) as

follows:

β
base
1 −β1 = Γ

AFQT
β

AFQT
2 +Γ

educ
β

educ
2 , (7)

so δrace ≡ β
base
1,race−β1,race = Γ

AFQT
race β

AFQT
2 +Γ

educ
race β

educ
2 . (8)

We can see from (7) how to decompose the explained part of δrace, the simple black-white wage

gap:
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AFQT component : δ
AFQT
race = Γ

AFQT
race β

AFQT
2 . (9)

Education component : δ
educ
race = Γ

educ
race β

educ
2 . (10)

While I will generalize this claim below, one of my primary contributions here is to point out

that, given the model (1), the parameters in (9) provide the best answer to the question: “How

much of the black-white wage gap is explained by variation in education and AFQT?” These

parameters are clearly interpretable as the mean black-white gap in AFQT or education, scaled

by each covariate’s wage-equation impact. These covariate mean differences and wage-equation

effects are population parameters that do not depend on the order in which covariates are partialled

out. Thus, consistent estimates of the δrace parameters do not suffer from the sequence sensitivity

observed in section 3. Moreover, the δrace parameters are intuitively exactly what researchers must

mean when they attempt to decompose the causes of the black-white wage gap. If there were no

mean difference in a covariate across race, then its Γrace coefficient would be zero. In this case,

variation in the covariate would explain none of the black-white gap in mean wages. The same

would hold if the covariate does not affect the wage, so that β2 = 0.

In the first row of Panel A of Table 5, I report estimates of Γrace from my NLSY sample. The

estimate in the column headed education shows that after we partial out variation due to Hispanic

background and age, blacks have 0.37 fewer years of education (this result also appears in Table 4

above). Thus, Γ̂educ
race = −0.37. The next row of Table 5 reports the estimated coefficients on the

education variable from OLS estimation of the full specification given in (1). An additional year

of education is associated with an increase in average wages of 4.1 log points, conditional on

race, Hispanic background, age, and AFQT. Thus, β̂educ
2 = 0.041. Equation (9) tells us that the

conditional contribution of education is the product of these two estimates: δ̂educ
race =−0.37×0.041.

The next row of the table shows that this product equals -0.0155: conditional on all the other

variables in the model, the black-white wage gap would be roughly 1.6 log points smaller if mean

years of schooling were the same across blacks and whites.

I provide analogous results for AFQT in the second column of Table 5. Because I have

standardized AFQT scores within my sample (see Appendix A), the coefficient in the first row
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shows that the average AFQT score among blacks is 0.87 standard deviations lower than among

whites, conditional on Hispanic background and age. Thus, Γ̂
AFQT
race = −0.87. The next row

shows that a one standard deviation increase in AFQT is associated with a wage increase of

roughly 10 log points: β̂
AFQT
2 = 0.1013. The third row reports the product of these two estimates,

δ̂
AFQT
race = −0.088. This estimate tells us that if mean AFQT were the same in this sample and all

other relationships were held constant, the black-white wage gap would be 8.8 log points smaller.

Adding together our estimates of these decomposition components shows that variation in ed-

ucation and AFQT account for a total of 10.4 log points of the black-white wage gap. This figure

exactly equals the difference between the column (1) and column (4) specifications of Table 3.

As I discuss below, this equality is an identity: the sample omitted variables bias formula and the

difference between the base- and full-specification coefficient estimates are necessarily the same.

First, though, it will be helpful to re-visit the issue of sequential covariate addition. For com-

parison’s sake, Panel B of Table 5 shows the two sets of accounting estimates reported above in

Table 3. The first set of accounting estimates comes from first adding education to the column (1)

base specification, to arrive at column (2) Table 3, and then adding AFQT to that specification to

arrive at column (4). Since the columns (1) and (2) estimates of the black-white wage gap are

22.07 and 19.58 log points, this sequence suggests that the black-white wage gap would be 2.49

log points lower if education were held constant, as reported in the first row and column of Panel B

of Table 5. Because the full-specification estimate of the black-white wage gap is 11.71 log points,

the difference between columns (2) and (4) is 7.86 log points, as reported in Table 3 and repeated

in the first row and second column of Panel B of Table 5.

The δ̂race parameters are consistent estimates of the conditional contribution of each covariates.

Thus, the bias from using the education-AFQT sequential addition approach equals the difference

between the estimates in the first row of Panel B and the corresponding δ̂race estimates. The second

row in Panel B shows the resulting bias estimates. These bias estimates sum exactly to zero,

because my conditional decomposition and the sequential addition decomposition necessarily yield

the same total explained gap (again, I discuss this equality below).

The bias from using the education-AFQT sequence is relatively small in each case–a bit less

than one log point. However, the next two rows in Panel B show that the reverse sequence causes

substantial bias in accounting for the explained part of the gap. While my conditional decompo-
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sition shows that variation in educational attainment contributes about 1.5 log points to the black-

white wage gap, the AFQT-education sequential-addition approach suggests that variation in years

of schooling actually reduces the black-white wage gap by 4.5 log points. Moreover, the same

bias magnitude applies to AFQT with opposite sign. The AFQT-education sequence of covariate

addition would therefore suggest that nearly 15 log points of the black-white wage gap can be

attributed to AFQT variation, rather than the consistent estimate of about 9 log points computed

when we hold all other variables constant.

What drives the large bias from using the AFQT-education sequential addition approach? Con-

sider the difference between the estimate of -0.0718 in column (3) of Table 3, and column (4)’s

full-specification estimate of -0.1171. The difference between these estimates, +0.0453, is the

explained-gap component attributed to education using the AFQT-education sequential addition

approach. To understand the relationship between this difference and the education component of

my conditional decomposition, it will help to consider the following projection relationship:

Xeduc
2 = X1,raceΓ

educ(AFQT)
race +X1,HispanicΓ

educ(AFQT)
Hispanic +X1,AgeΓ

educ(AFQT)
Age

+XAFQT
2 Γ

educ(AFQT)
AFQT +W educ(AFQT).

(11)

The “educ(AFQT)” superscript notation indicates that the Γ parameters come from an equation

relating education to all the X1 variables, as well as AFQT. Inclusion of AFQT on the right hand

side of (11) is the only difference between this projection relationship and the one in (5).

Let β̂1,race(AFQT ) be the race-dummy estimate from column (3) of Table 3, the one that in-

cludes AFQT. The equivalence result below can be used to show that

δ̂race(AFQT )≡ β̂1,race(AFQT )− β̂
full
1,race = Γ̂

educ(AFQT)
race β̂

educ
2 .

The estimate δ̂race(AFQT ) is the education component of the explained gap computed using

the education-AFQT sequential addition approach, which we have seen equals +0.0453. We can

thus find Γ̂
educ(AFQT)
race by dividing δ̂race(AFQT ) by the Table 5 education coefficient in the full-

specification wage equation, β̂educ
2 = 0.041. The result is Γ̂

educ(AFQT)
race = 1.10, which I earlier re-
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ported in the second column of Table 4. Relative to my conditional decomposition, the bias in

δ̂race(AFQT ) is thus

Biaseduc(AFQT) = δ̂race(AFQT )− δ̂race

=
[
Γ̂

educ(AFQT)
race − Γ̂

educ
race

]
× β̂

educ
2 . (12)

Equation (12) shows that the estimated bias in the part of the explained gap attributed to a

covariate depends on two factors. One factor is the difference made by conditioning on AFQT

when estimating the black-white gap in education, i.e., the difference between Γ̂
educ(AFQT)
race and

Γ̂educ
race . In the present example, these projection coefficients are very dis-similar, having different

signs and very different magnitudes. Their difference equals 1.10− (−0.37) = 1.47. The other

factor that affects the bias from using sequential covariate addition to estimate the education share

of the explained gap is β̂educ
2 , the estimated return to education. While this coefficient is relatively

small, its product with 1.47 is substantial, at +6 log points.

Since the biases in the components attributed to AFQT and education must sum to zero, it

immediately follows that the sequential-addition bias in the component attributed to AFQT when

it is added first to the base specification satisfies BiasAFQT(AFQT) =−Biaseduc(AFQT). By symmetry

of all definitions above, it can then be shown that the bias in the component attributed to education

when it is added first to the base specification satisfies

Biaseduc(educ) = δ̂race(Xeduc
2 )− δ̂race

=
[
Γ̂

AFQT(educ)
race − Γ̂

AFQT
race

]
× β̂

AFQT
2 , (13)

where Γ̂
AFQT(educ)
race is defined analogously to Γ̂

educ(AFQT)
race : it is the race-dummy coefficient from

least-squares estimation of the projection relationship between the left hand side variable AFQT

and all X1 variables plus education. This coefficient’s value is -0.78, quite close to the estimate of

-0.87 for Γ̂
AFQT
race . That is, the black-white AFQT gap changes by less than a tenth of a standard

deviation when we partial out education in computing this gap. Meanwhie, the return to AFQT
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from the full-specification wage equation, β̂
AFQT
2 , is roughly 10 log points per standard deviation.

That is why the bias of the education component’s part of the sequential-addition explained gap is

less than one log point when we add education first.

We can summarize this discussion by supposing we have re-scaled all X2 variables so that all

wage-equation coefficients equal one. Whether sequential covariate addition accounting exercises

are sensitive to the sequence of addition then depends entirely on the pattern of differences between

Γ̂ projection coefficients estimated with and without conditioning on other X2 covariates. When

the relationship between X1 and one of the covariates is very sensitive to conditioning on additional

covariates, the sequence in which covariates are added will make a large difference in accounting

exercises, as in the black-white wage gap.

This example clearly illustrates two key propositions. First, as simple as it is, my conditional

decomposition has an intuitive justification as the correct way to decompose cross-group mean

differences. Second, using sequential covariate addition can lead to seriously biased estimates of

the contributions of different variables. I now discuss general formulas for the decomposition with

arbitrary numbers of covariates.

4.1 The General Decomposition

In this section, I provide general notation for my conditional decomposition. This discussion is

largely a formalization of the basic idea in the previous section, that the sample analogue of the

omitted variables bias formula can serve as the basis for explaining sensitivity of the estimated

coefficient on a vector of base-specification regressors.

Recall that the parameter δ from (3) represents the difference between the population coef-

ficients on X1 in the base and full specifications. Since plim β̂base
1 = β1 + δ, and since β̂full

1 is

consistent for β1, a natural approach to estimating δ is to just use δ̂ ≡ β̂base
1 − β̂full

1 , which is what

authors do when they compare base and full specifications. The key algebraic identity driving my

decomposition is that

δ̂ =
(
X ′

1X1
)−1 X ′

1X2β̂2, (14)
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so that the base-full difference in the X1 coefficient vector identically equals the sample analogue

of the omitted variables bias formula. For a very simple proof,9 observe that the usual least-squares

algebra implies

y = X1β̂
full
1 +X2β̂2 + ε̂,

where ε̂ = y−X β̂ is the usual vector of fitted residuals. Now pre-multiply both sides by (X ′
1X1)

−1 X ′
1,

delivering

β̂
base
1 = β̂

full
1 +

(
X ′

1X1
)−1 X ′

1X2β̂2,

since the fitted residuals are exactly orthogonal to the columns of X1 by construction of the least-

squares estimator. Thus

δ̂ ≡ β̂
base
1 − β̂

full
1

=
(
X ′

1X1
)−1 X ′

1X2β̂2.

This identity is the key to conditionally decomposing the difference in base and full regression

coefficients. Since β̂base
1 − β̂full

1 identically equals the sample omitted variables bias formula, any

decomposition of (X ′
1X1)

−1 X ′
1X2β̂2 is also a decomposition of β̂base

1 − β̂full
1 . Let

• X2k be the column of observations on the kth covariate in X2;

• Γ̂k = (X ′
1X1)

−1 X ′
1X2k be the estimated OLS coefficient on X1 from an auxiliary model with

X2k as the dependent variable;

9I am grateful to Ingmar Prucha for suggesting this proof. A similar proof using different notation is available
in Goldberger (1991, p. 184). A slightly more detailed alternative proof that makes use of results on orthogonal
projections is also available. First, express β̂2 as (X∗

2
′X∗

2 )−1X∗
2
′Y , where X∗

2 ≡ M1X2 and M1 = I −P1, with P1 =
X1(X ′

1X1)−1X1 being the projection matrix for X1. Thus X∗
2 is the part of X2 that is orthogonal to X1. By the Frisch-

Waugh-Lovell theorem, P = P1 + P∗2 , where P is the projection matrix using all variables in X ≡
[
X1 X2

]
, P1 is the

projection matrix for X1 only, and P∗2 is the projection matrix for X∗
2 . Post-multiplying both sides of the projection

identity by Y yields X1β̂full
1 + X2β̂2 = X1β̂base

1 + X∗
2 β̂2. Rearranging implies X1δ̂ = (X2−X∗

2 )β̂2 = P1X2β̂2. Observing
that X ′

1P1 = X ′
1 and pre-multiplying both sides by (X ′

1X1)
−1 X ′

1 then yields δ̂ = (X ′
1X1)

−1 X ′
1X2β̂2 = Γ̂β̂2, as in the

theorem.
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• β̂2k be the estimated coefficient on X2k in the full specification of interest.

Then the part of the sample omitted variables bias attributable to covariate k can be written as

(X ′
1X1)

−1 X ′
1X2kβ̂2k = Γ̂kβ̂2k. Because the sample omitted variables bias formula is linear in its k2

components, it follows that

δ̂ =
k2

∑
k=1

Γ̂kβ̂2k

=
k2

∑
k=1

δ̂k, where δ̂k ≡ Γ̂kβ̂2k.

(15)

Equation (15) suggests a straightforward way of carrying out a decomposition:

1. Estimate the full model of interest, which yields the estimated vector β̂2.

2. Use OLS to estimate the vector of coefficients on X1 in a set of auxiliary models with each

of the k2 covariates X2k acting as the dependent variable; this estimate is Γ̂k.

3. Multiply Γ̂k by β̂2k, which yields δ̂k, the component of the omitted variables bias estimated

to be due to each variable k.

Because δ̂ = ∑k δ̂k, the estimates of δ̂k for groups of covariates can be summed together, e.g.,

into industry, occupation, and so on. Each sum then yields group-specific omitted variables bias

components as desired. For group g, we have δ̂g = ∑k in group g δ̂k. The overall difference in coef-

ficients, δ̂, can thus also be written as the sum of group-wise components: δ̂ = ∑g δ̂g. A practical

drawback to this approach is that there will often be many covariates, so that k2 is quite large. In

such cases, a simple alternative approach is available: rather than estimating k2 regressions and

then creating G group-specific sums, one can sum first and regress later. Define the heterogeneity

variable Ĥk(i) = X2k(i)β̂2k. For any observation i, Ĥk(i) tells us how much of i’s wage is estimated

to be due to i’s value of the kth covariate, X2k. The practical decomposition I suggest here is based

on the obvious equality

(
X ′

1X1
)−1 X ′

1Ĥk =
(
X ′

1X1
)−1 X ′

1X2kβ̂2k = Γ̂kβ̂2k = δ̂k.
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Summing over all covariates in group g and using the fact that (X ′
1X1)

−1 X ′
1 does not vary with

the covariate index k, we have

δ̂
g = ∑

k∈group g
δ̂k

=
(
X ′

1X1
)−1 X ′

1 ∑
k∈group g

Ĥk.

This small manipulation shows that we can calculate the total group-g contribution to δ̂ as

follows:

1. Estimate the full model of interest.

2. For each observation i, Create Ĥg
(i) by summing up X2k(i)β̂2k over all covariates k in group g;

call the resulting group-level heterogeneity term Ĥg
(i) = ∑ Ĥk(i).

3. Use OLS to estimate the coefficients on X1 in an auxiliary model in which the dependent

variable for observation i is the group-level heterogeneity term Ĥg
(i).

The coefficient estimate resulting from the final step above exactly equals δ̂g, the group-g

part of the sample omitted variables bias formula. Aside from computational convenience,10 this

interpretation of the decomposition has a nice intuitive flavor. In the wage gap example, H(i) is

the component of i’s wage that is explained by i’s value of the vector of covariates, X2(i). Overall

differences in the simple and conditional wage gaps can then be seen to be due to black-white

differences in the average of the heterogeneity term H(i). When X1 contains no variables other

than a race dummy, the part of this difference attributable to variation in group-g covariates is

the simple cross-group difference in the mean of Hg
(i), the wage heterogeneity due to variables in

group-g. When X1 also includes other variables, as in the NLSY example I consider in this paper,

the relevant parameter is the conditional cross-group difference in Hg
(i), after partialling out these

other variables.
10Notice that we need estimate only G auxiliary equations, rather than k2. In the NLSY example above, this

distinction was irrelevant, because there were two covariates with each being the only member of its grouop. Thus,
k2 = G = 2 in that example. However, there are many cases in which researchers include large numbers of covariates,
especially large sets of dummy variables, in the X2 covariate set. I will enlarge the covariate set below to illustrate this
point.
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To conduct inference, we must be able to estimate the asymptotic distribution of
√

n(δ̂1 −

δ1, δ̂2 − δ2, . . . , δ̂G − δG). In general, all estimators involved in my decomposition are asymptot-

ically normal. Since the decomposition involves continuously differentiable functions of these

estimators, joint asymptotic normality of the decomposition components follows from the delta

method. Accounting for the variance of all estimators is straightforward, but the derivation of the

proper formula is lengthy, so I relegate the full derivation of the asymptotic variance matrix for δ̂

to Appendix B.11

To illustrate the usefulness of the grouping approach just discussed, I now observe that the

NLSY has information on additional potentially important explanatory variables. In particular, I

add 12 occupation dummies and 12 industry dummies to the covariate set, so that X2 now includes

26 variables. I continue to treat the years of education and AFQT variables as their own groups,

while adding another group each for occupation and industry. Thus G = 4 with this enlarged

covariate set.

Table 6 reports results from the full specification that includes a constant, race and Hispanic-

background dummies, a linear age control, and all 26 X2 covariates. The black-white wage gap

in this full specification is 9.26 log points, so that a total of δ̂race = 12.85 log points of the base

specification’s 22.11 log-point gap is explained by the 26 X2 covariates. The estimated standard

error for δ̂race is 2.26 log points.

The bottom part of Table 6 reports my detailed decomposition of the part of the black-white

wage gap that can be explained by each of four covariate sets, conditional on all of them simulta-

neously. Variation in AFQT explains 7.06 log points, which is more than half of the explained part

of the gap, and nearly a third of the total gap. On the other hand, this component of the black-white

wage gap is less than half of the amount that Neal and Johnson’s specification would imply. Vari-

ation in educational attainment explains another 1.56 log points. This component does not explain

a large share of the gap, though it is precisely estimated. Variation in occupation, as measured by

11I note, though, that a key requirement for the auxiliary-model approach to work is that at least one element of Γg

or β
g
2 be nonzero. If this condition does not hold, then the variance of

√
n(δ̂g− δg) converges to zero, and estimated

test statistics will have non-standard behavior. For any covariate set such that the researcher allows the possibility that
X1 and Xg

2 are uncorrelated, Γg = 0 is possible. To rule out the zero-variance case, it is then important to verify that
not all elements of β

g
2 are zero. This can be done by estimating the full model and testing the joint null H0 : β

g
2 = 0

before undertaking the decomposition. If this null cannot be rejected, then Xg
2 should be excluded from the full model

anyway, since these variables have no systematic partial association with Y .
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the 12 occupation dummies, explains 4.34 log points of the black-white wage gap. This represents

roughly a third of the part of the gap that is explained by the 26 covariates, and about 20 percent

of the overall black-white wage gap.

Variation in industry plays essentially zero role in explaining the black-white wage gap. The

small and imprecisely estimated industry effect suggests that industry variation has no effect on

the black-white wage gap. This result is perhpas surprising, because both wages and race vary

systematically across industry. For example, the range of the estimated industry coefficients in the

full specification is over 40 log points. Moreover, a test of the null hypothesis that the vector of 12

industry dummies all have coefficients equal to zero results in a p-value of zero up to four decimal

places. Similarly, results from a multivariate regression of the 12 industry dummies on race and

Hispanic background dummies as well as age yield a p-value of 0.0062 against the null hypothesis

that race is unrelated to industry. In sum:

• wages vary systematically across industry, even after partialling out all other variables;

• industry of employment varies systematically across race, conditional on Hispanic back-

ground and age;

• yet, the black-white wage gap is unaffected by controlling for industry of employment.

This seemingly anomalous result has a simple explanation: the correlation between race and

industry is orthogonal to the conditional correlation between wages and industry. That is, even

though Γindustry 6= 0 and β
industry
2 6= 0, it is nonetheless true that Γindustryβ

industry
2 = 0. As a conse-

quence, wage heterogeneity due to industry variation, H industry, has the same mean among blacks

as whites, conditional on Hispanic background and age. This example points to the importance of

accounting directly for the effects of X2 covariates: the simple facts that X1 and X2 are correlated,

and that X2 enters the model of interest importantly, are necessary but not sufficient conditions for

the coefficient on X1 to be affected by partialling out X2.

4.2 Discussion

My decomposition has several key properties. First, it exactly accounts for the difference β̂base
1 −

β̂full
1 . Second, the group-specific components δ̂g are consistent for their population analogues δg.
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As a result, elements of my sample decomposition can be regarded as consistently estimating

the analogous components of the difference in population parameters βbase
1 and β1. Third, my

decomposition is conditional, rather than sequential.

One lesson from my results is that, in the future, empirical researchers who use linear estimators

and are interested in robustness and accounting exercises should proceed by taking the following

steps.

1. Determine the base specification of interest. In some situations, this specification will in-
clude a single variable of interest, as when the goal is to understand what explains the un-
conditional difference in means across race, sex, and so on. In other cases, researchers might
believe the relevant base specification should include additional controls. This is the ap-
proach I have taken here, since both Neal and Johnson (1996) and Lang and Manove (2006)
include Hispanic background and age in all specifications. It is easy to think up other such
cases. For example, changes in state policies are rarely assumed to be unconditionally ex-
ogenous. In repeated cross-section studies, researchers therefore sometimes include state
and year dummies in all specifications. These dummies naturally are part of X1, using my
notation.

2. Determine the entire list of control variables of interest, which together make up X2.

3. Determine how to collect the different X2 variables into G groups.

4. Use my decomposition to estimate how much of the base-full coefficient difference is due to
each of the G groups of covariates.

Only the base and full specifications need be estimated to carry out this procedure. As such,

the order in which covariates should be added plays no role in my decomposition and so cannot

cause problems. In fact, there is no reason to add covariates sequentially at all. To the extent that I

do so in this paper, the purpose is to illustrate the decomposition method I propose.

A key conclusion of my argument is that there is no justification for intermediate specifications.

It is obviously important, then, that researchers have the “right” full specification in mind, in

the sense that the β1 parameter of interest in (1) can reasonably be interpreted causally. The

plausibility of this assumption is arguable in some cases. But that issue has little to do with the

appropriateness of the decomposition method I propose here. If researchers aren’t willing to make

assumptions sufficient to make β1 interesting, then they have bigger fish to fry than understanding

the differences between two problematic specifications. For this reason, I assume in this paper that

sufficient data are available to estimate a full specification that is uncontroversial.
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There are three further points to discuss concerning the full specification. The first concerns

sensitivity analysis of the form advocated by Leamer (1985). Because I take the full specifica-

tion as known, my purpose here is not to develop or even to advocate methods for selecting the

“right” specification. Thus, methods like Leamer’s extreme-bounds analysis concern a different,

prior question. My focus here is on why covariates in X2 matter in comparing base and full specifi-

cations, not on which of the 2k2 specifications involving these covariates is best in some particular

metric.

A second point concerns potentially endogenous, mismeasured, or otherwise problematic co-

variates in X2. If a researcher believes that some X2 is not exogenous, then either she must find a

valid instrument for X2 or focus on a reduced form specification. Nothing in my results does or

is intended to address such problematic variables. Again, though, if researchers are wary of their

chosen full specification, the first-order problem is to address any problematic X2 variables, not

worry about differences between β̂base
1 and a suspect estimate of β1.

The third point concerns a situation in which part of the effect of X1 operates through covariates

in X2. For example, Ayres (2005) considers the case of racial differences in organ transplantation

practices, emphasizing the distinction between racially disparate impacts and treatment. To il-

lustrate, suppose hospitals required would-be transplant recipients to have high school diplomas.

Given that the dropout rate is higher among blacks than whites, such a policy would lead to racial

differences in the unconditional rate of transplant receipt. Consider regressing, say, race-specific

state-by-year transplant rates on a race dummy in the base specification that includes no other

covariates would then be nonzero.

If we suppose the diploma requirement is the only factor that causes black-white differences

in transplantation, then controlling for a dummy indicating dropout status would drive the race

dummy’s coefficient to zero. Yet it would be wrong to conclude that the hospital’s policy does

not affect blacks differently from whites: by requiring a high school diploma, the hospital creates

a situation in which blacks are less likely to receive transplants. Whether the hospital’s policy is

justifiable is an interesting quesiton, but it is also irrelevant to the issue of disparate impact. This

example again shows the importance of having a clear understanding of the relevant empirical

question before going about robustness or accounting exercises.
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5 Extensions

In this section, I briefly consider three extensions of the analytical results above. Details for all

three extensions can be found in Gelbach (2009).

5.1 Instrumental Variables Estimators

My first extension involves instrumental variables (IV) models. It can be shown that when β1

from equation (1) is exactly identified, the equivalence between the sample omitted variables bias

formula and β̂base
1 and β̂full

1 holds when all coefficients are estimated using two-stage least squares

(2SLS). When β1 is over-identified, the equivalence does not hold in fixed samples, but it does hold

asymptotically (provided all instruments are valid). Thus, differences in IV estimates of β1 due to

addition of exogenous covariates X2 can be meaningfully decomposed, as with OLS estimates.12

In Gelbach (2009), I use the same data used by Gelbach (2002b) to study the effects of public

schooling on maternal labor supply. Gelbach (2002b) uses quarter of birth dummies to instrument

for five-year-old’s enrollment in public school. He finds that public school enrollment is associated

with sizable increases in labor supply among single mothers whose youngest child is five. In Gel-

bach (2009), I use the IV version of the conditional decomposition discussed above to assess how

sensitive Gelbach’s original results are to controlling for covariates. I find that (a) controlling for

covariates does not systematically affect the public school enrollment impact, even though (b) dif-

ferent groups of covariates do affect this impact. This is possible because groups of covariates have

approximately equal, opposite-signed bias effects, up to sampling variation. This is an interesting

finding in light of recent work by Buckles and Hungerman (2008), who find that IV estimates of

the returns to schooling increase by 20 to 50 percent when they add family background controls

to the model, though they do not test for statistical significance. Because my asymptotic variance

formulas can be adopted to cover the IV case, the present paper will allow one to answer whether

covariates importantly affect IV estimates in applications like estimating the returns to schooling.

12While for often adjust the instrument sets across specifications, I take the instrument set as fixed for purposes of
this paper.
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5.2 The Oaxaca-Blinder Decomposition

The second extension concerns the Oaxaca-Blinder decomposition (OBD). Suppose we are in-

terested in decomposing the simple mean difference in black and white wages. Let D be a race

dummy, and let X be the full set of other explanatory variables, not including a constant. Finally,

let D×X be the interaction of these variables. It is straightforward to show that the explained and

unexplained components of the OBD, also known as quantities and prices, can be found using the

following procedure:

1. Use least-squares to estimate the coefficients on a constant, the race dummy, the explanatory

variables, and their interaction, yielding β̂0, β̂d , β̂x, and β̂dx.

2. For each observation i, construct the estimated heterogeneity term ĤX
(i) ≡ X(i)β̂x. The ex-

plained component of the OBD equals the cross-group difference in mean values of ĤX .

This is true because regressing ĤX on a constant and D yields ∆X β̂x, which is the explained

component valued using the estimated wage-equation coefficients for the group with D = 0.

3. Construct the heterogeneity estimate ĤDX
(i) ≡ β̂d +∑k Xk(i)β̂k,dx, where k indexes the variables

in X . The unexplained component of the OBD equals the cross-group difference in mean

values of ĤDX . This is true because regressing ĤDX on a constant and D yields β̂d +X1× β̂dx,

where X1 is the vector of explanatory-variable means for the group with D = 1.

This procedure works because (i) the simple difference in mean wages equals the coefficient

on a race dummy from the projection of individual wages on a constant and the race dummy, while

(ii) the fully interacted model estimated in the procedure’s first step yields the estimated coefficients

from race-specific wage equations. Together, β̂0 and β̂x are the wage-equation coefficient estimates

for the group with D = 0. Adding those coefficients to β̂d and β̂dx, respectively, then yields the

coefficient estimates for the group with D = 1. The second two steps in the procedure above are just

the auxiliary regression steps used in my groupwise decomposition, with the groups of covariates

being X and DX . The only twist is the addition of β̂d to the heterogeneity term in the third step.13

13The OBD developed above uses the estimated coefficients for the group with D = 0 to measure the explained part
of the wage gap. It is well known that the OBD is not unique. To measure the explained part of the wage gap with the
other group’s coefficient estimates, one just replaces D with 1−D everywhere above. Other decompositions can also
be defined; discussions of this issue appear in Neumark (1988) and Haider, Elder and Goddeeris (2009), for example.
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This relationship between the OBD and my decomposition may be practically useful. First, my

variance formulas can be used to conduct inference on OBD estimates, which is very rarely done.14

Second, my auxiliary regression method can be used to compute detailed as well as overall Oaxaca-

Blinder decompositions.Given the popularity of the OBD, and the interest in questions like, “Does

industry or occupation explain more of the wage gap in an OBD?”, my variance formulas will be

practically very useful for applied practice.15

5.3 Using the Hausman Test

A third extension involves testing for statistically significant changes in the coefficient on X1 under

the null hypothesis that X2 covariates are orthogonal to X1. It is of course possible to test for

orthogonality directly, but this essentially requires estimating a separate least-squares coefficient

vector for every covariate in X2. In many applications, the dimension of X2 is large enough that this

will be a less than entertaining task. It can be shown that when X1 is orthogonal to all covariates in

X2, Hausman’s (1978) variance-of-differences result holds (even though the sufficient conditions

of his theorem need not hold, as Hausman states them). When a single coefficient is of interest,

then, one can use already published results to test whether added covariates matter: using reported

coefficient estimates and their estimated standard errors, one can construct a test statistic whose

asymptotic distribution is standard normal under the null that X1 and X2 are orthogonal. Only the

estimated coefficients and standard errors from the two specifications are needed to carry out such

a test.

6 Conclusion

This paper has two primary results. First, comparing coefficient estimates from specifications in

which covariates are added sequentially to a base model does not generally identify population

14Horrace and Oaxaca (2001) provide variance formulas that treat sample means as non-stochastic, whereas my
more general variance formulas account for this source of covariance.

15Oaxaca and Ransom (1999) argue that detailed components of Q̂ suffer from an identification problem, due to the
fact that adding an arbitrary constant c to the kth variable in Z will change its sample mean while leaving its estimated
coefficient unchanged. As a consequence, the detailed price component for the group including covariate k will rise
by cβ̂2DZk. However, as Gelbach (2002a) argues, the issue they raise is not really an identification problem. Instead,
it concerns where in the covariate distribution one chooses to evaluate the effect of differences in coefficients. I refer
interested readers to Gelbach’s paper for more discussion.
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parameters of interest. Therefore, this common practice does not generally answer economically

or econometrically interesting questions. Second, by using the sample version of the omitted

variables bias formula, researchers can answer the questions that have led them to use sequential

covariate addition in the first place. By contrast to sequential covariate addition, elements of my

decomposition are estimated conditional on all covariates. As such, no sequencing problems arise.

My analytical discussion shows that my decomposition is easily implemented using intuitively

meaningful auxiliary regressions.

I have also presented empirical findings related to the black-white wage gap, using Neal and

Johnson (1996) and Lang and Manove (2006) as points of departure. I follow the latter authors

and treat education as a necessary covariate in a full wage equation specification. In my final

results, I also treat occupation and industry as covariates that belong in the wage equation’s full

specification. Conditional on educational attainment and dummies for industry and occupation, I

find that variation in test scores explain more than half of the wage gap. This is a large share, but

considerably less than what Neal and Johnson calculate using more parsimonious specifications.

Variation in occupation explains about a fifth of the overall black-white wage gap, while variation

in educational attainment variation explains less than a tenth. Industry variation has no effect on

the black-white wage gap, even though industry dummies are significantly correlated with both

wages and race. This example shows that while nonzero values of β2 and the correlation of X1 and

covariates in X2 are necessary for a given set of covariates to contribute to the base-full difference

in coefficients, they are not sufficient, even together.

I have also discussed a number of extensions. First, my decomposition nests the Oaxaca-

Blinder decomposition (OBD). This result is part curiosum, but it is also practically useful, since

it means my auxiliary-regression approach and variance formulas can be used to compute OBD

results. Second, my results carry over exactly to the case of just-identified instrumental variables

estimators. The decomposition method also works in large samples in overidentified cases. Exten-

sions to instrumental variables is important due to the common use of linear IV estimators together

with sequential covariate addition. Third, I show that cross-specification testing can be done using

a Hausman test under the null hypothesis that X1 and X2 are uncorrelated, which is sufficient for

there to be no difference across specifications in the coefficient on X1. As a result, when only one

coefficient is of interest, one can carry out specification tests using only the information typically
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reported in tables provided in published and working papers.

I conclude with one final observation: there really is no reason at all to sequentially add X2

covariates to a base model. Sequential addition can obscure, overstate, or understate the true part

of δ that can be attributed to variation in any given set of X2 variables. The only meaningful way

to estimate the sensitivity of β1 to covariates is to add all the covariates at once and then compare

β̂base
1 and β̂full

1 . Providing tables with subsets of X2 added sequentially across columns or rows thus

makes little sense, and this practice should simply be abandoned. By contrast, my decomposition

method has all the advantages of existing practice. Its only disadvantage has to do with variance

computation. Since conventional practice has not included any systematic testing of differences

across columns, even this difficulty isn’t really a disadvantage by comparison to current practice.

Nonetheless, I have programmed consistent variance estimators in Stata in publicly available code,

so this disadvantage will be practically irrelevant.

Appendix A Sample Construction

Appendix A.1 NLSY Sample
To construct my NLSY sample, I began with all 5,579 males appearing in the non-military NLSY79
sample for 1979. I code as black those who are listed as black and non-Hispanic, and similarly
for whites. My educational attainment is the highest grade ever completed as of 1990. The AFQT
variable is the sum of the variables ASVAB SEC2 81, ASVAB SEC3 81, ASVAB SEC4 81, and
ASVAB SEC8 81, which I then standardize to have mean 0 and standard deviation 1 in my sam-
ple. The wage variable I use is HRP J1 1990. I use only observations on those aged 18 or younger
in 1980.

I form twelve industry dummies from the following 13 groups:

1. Agriculture, Forestry, and Fisheries

2. Mining

3. Construction

4. Durable Manufacturing

5. Non-durable Manufacturing

6. Transportation, Communications, and Other Public Utilities

7. Wholesale and Retail Trade
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8. Finance, Insurance, and Real Estate

9. Business and Repair Services

10. Personal Services

11. Entertainment and Recreation Services

12. Professional and Related Services

13. Public Administration

I form twelve occupation dummies from the following 13 groups:

1. Professional, Technical, and Kindred Workers

2. Managers and Administrators, except Farm

3. Sales Workers

4. Clerical and Unskilled Workers

5. Craftsmen and Kindred Workers

6. Operatives, except Transport

7. Transport Equipment Operatives

8. Laborers, except Farm

9. Farmers and Farm Managers

10. Farm Laborers and Farm Foremen

11. Service Workers, except Private Household

12. Private Household Workers

13. Additional NLSY79 Occupation Codes

All models are estimated without sampling weights, following the approach in Neal and John-
son (1996). Estimated standard errors are computed under the assumption of conditional spheri-
cality; heteroskedasticity-robust estimated standard errors were very similar to those reported here.
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Appendix B Covariance Derivation and Estimation
In this appendix, I derive and discuss consistent estimation of the covariance of the vector of
decomposition elements. This vector can be written as

∆̂ =


δ̂1

δ̂2

...
δ̂G

 =


Γ̂1β̂1

2
Γ̂2β̂2

2
...

Γ̂Gβ̂G
2

 ,

where we recall that there are k1 rows in each δ̂g, Γ̂g is k1× kg, and β̂
g
2 is a kg×1 column vector.

Let ∆ = (δ1′,δ2′, . . . ,δG′)′. Consider the gth component of
√

n(∆̂−∆):

√
n(δ̂g−δ

g) = Γ̂
g√n(β̂g

2−β
g
2)+

√
n(Γ̂g−Γ

g)βg
2

= Γ̂
g√n(β̂g

2−β
g
2)+

(
X ′

1X1

n

)−1 X ′
1vg
√

n
, (16)

where vg = W gβ
g
2 is the population residual from taking the projection relationship between the

columns of Xg
2 on X1 and post-multiplying by β

g
2, i.e., Xg

2 β
g
2 = X1Γgβ

g
2 +W gβ

g
2. The asymptotic

covariance between δ̂g and δ̂h involves the expectation of the product of (16) and its transposed
analogue when we replace g with h:16

ACov(δ̂g, δ̂h′) = plim
{

Γ̂
g√n(β̂g

2−β
g
2)
√

n(β̂h
2−β

h
2)
′
Γ̂

h′

+
(

X ′
1X1

n

)−1 X ′
1vgvh′X1

n

(
X ′

1X1

n

)−1

+ Γ̂
g√n(β̂g

2−β
g
2)

vh′X1√
n

(
X ′

1X1

n

)−1

+
(

X ′
1X1

n

)−1 X ′
1vg
√

n
√

n(β̂h
2−β

h
2)
′
Γ̂

h′

}
.

ACov(δ̂g, δ̂h′) = Γ
gACov(β̂g

2, β̂
h′
2 )Γh +Q−1

11 plim
(

X ′
1vgvh′X1

n

)
Q−1

11

+Γ
gACov

[√
n(β̂g

2−β
g
2),

vh′X1√
n

]
Q−1

11 +Q−1
11 ACov

[
X ′

1vg
√

n
,
√

n(β̂h
2−β

h
2)
′,

]
Γ

h′. (17)

The first matrix simplifies to ΓgV gh
β

Γh, where V gh
β

is the kg× kh submatrix of the limiting the

covariance matrix AV(β̂2); it involves the rows corresponding to β̂
g
2 and columns corresponding to

β̂h
2. The first matrix in (17) can thus be estimated by replacing Γg and Γh with consistent estimates,

(X ′
1X1)−1X ′

1Xg
2 and (X ′

1X1)−1X ′
1Xh

2 , and V gh
β

with the corresponding submatrix from a consistent

16Note that we can find the asymptotic variance matrix for any δ̂g by setting g = h in (17).
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estimate of the asymptotic variance matrix of the full estimator. To estimate the rest of the matrices
in (17), it will help to consider the stacked system

Y
X1

2 β1
2

X1
2 β2

2
...

X1
2 βG

2

 =


X 0 0 . . . 0
0 X1 0 . . . 0
0 0 X1 . . . 0

...
0 0 0 . . . X1




β

Γ1β1
2

Γ2β2
2

...
ΓGβG

2

+


ε

v1

v2

...
vG

 . (18)

I derive the covariance matrix for OLS estimation of this system under the assumption that β2 is
observed, because this assumption turns out not to matter for the purposes of estimating covariance
terms. Letting θ be the population parameters in (18), its OLS estimator can be written,

θ̂ =
[
(X ′X)−1 0

0 IG⊗ (X ′
1X1)−1

][
X ′Y

IG⊗X ′
1Xg

2 β
g
2

]
, (19)

with covariance matrix

Vθ =
[

Vβ C′
βδ

Cβδ Vaux

]
. (20)

Here Vβ is the covariance matrix for β̂, the parameters of the full model. The matrix in the
lower-right block of Vθ is

Vaux =[
IG⊗ plim

(
X ′

1X1

n

)−1
]

plim
(

(IG⊗X1
′) ṽṽ′ (IG⊗X1)

n

)[
IG⊗ plim

(
X ′

1X1

n

)−1
]

, (21)

where ṽ is the stacked vector of all residuals from the system (18). The covariance of estimated
coefficients from the full model for β and the auxiliary model for ∆ is Cβδ . This matrix can be
formed by stacking the G matrices C1β,C2β, . . . ,CGβ on top of each other, where each of these
k1× (k1 + k2) matrices has the form

Cgβ = plim
(

X ′
1X1

n

)−1

plim
X ′

1W gβ
g
2ε′X

n
plim

(
X ′X

n

)−1

.

To estimate plims of (X ′
1X1/n) or (X ′X/n), which I will call Q11 and Q, we can use the usual

sample analogues. To estimate ε, we use the usual OLS fitted residual ε̂ = Y − X β̂ from the
full specification of interest. To estimate vg, we can use the fitted residual from the gth auxil-
iary equation in (18). As discussed in the main text, we must estimate this equation using β̂

g
2 in

place of the unknown β
g
2. However, because β

g
2 is consistent for β2, nothing is lost in estimat-

ing covariance terms that involve vg: even if we knew β
g
2, we would have to estimate vg with
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Hg − (X ′
1X1)

−1 X ′
1Xg

2 β
g
2; v̂g = Ĥg − (X ′

1X1)
−1 X ′

1Xg
2 β̂

g
2 is consistent and therefore just as good in

large samples. When conditional heteroskedasticity or group-level clustering is suspected, the
usual robust covariance estimators can be used to estimate the middle matrices in Vβ , Vaux and Cgβ .

Appendix B.1 Conditional sphericality
When conditional sphericality holds, all the matrices just defined will simplify, since the middle
matrix of each then reduces to a scalar multiple of the outer matrices. In this case the limiting
variance of

√
n(β̂−β) is Vβ = σεεQ−1, where σεε = E[ε2

i |Xi] and Vaux = Σvv ⊗ (X ′X)−1, where
Σvv is G×G with scalar gh element σgh = E[vg

i vh
i |X1] for all i. When σgε = E[vg

i εi|X ] for all i,
Cgβ simplifies to σgε

[
Ik1 Γ

]
Q−1. Using the partitioned inverse formula, it can be shown that

the columns of this matrix corresponding to β̂2 are necessarily zero, so that δ̂g and β̂g have zero
covariance in this case.

We now have the ingredients to estimate the four matrices in ACov(δ̂g, δ̂h′) from (17); in this
discussion, I use a hat to denote a consistent estimate of any matrix. We have already seen that
the first matrix can be estimated with Γ̂gV̂ gh

β
Γ̂h′. The second matrix can be estimated with the

block of V̂aux that corresponds to the rows of the gth auxiliary equation and the columns of the hth.
To estimate the third and fourth matrices, let the k1× kh matrix Cgβ(h) be the kh columns of Cgβ

that correspond to the X2 covariates in group h; this submatrix is the covariance of (X ′
1X1)

−1 X ′
1Hg

and β̂h
2. The fourth matrix in (17) can be estimated with Ĉgβ(h)Γ̂h′, and the third matrix can

be estimated with Γ̂gĈ′
hβ

(g). As discussed above, Ĉgβ(h) and Ĉ′
hβ

(g) equal zero matrices when
conditional sphericality holds, so under sphericality, there is no need to estimate either covariance
term.
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Table 1: Results from Table 4 of Altonji & Blank (1999)

Model:

(4) (5) (6)
Coefficient on black indicator -0.207 -0.117 -0.089

Included covariates:
Hispanic and female indicators Y Y Y
Education, experience, & region N Y Y
Occupation, industry, job characteristics N N Y

Table 2: Results from Tables 1 and 2 of Levitt & Syverson (2008)

Model:
Table 1 Table 2

Column (4) (1) (2) (3) (4)

Coefficient on agent dummy 0.128 0.048 0.042 0.038 0.037

Included covariates:
City-by-year interactions Y Y Y Y Y
Basic house characteristics N Y Y Y Y
Indicators of house quality N N Y Y Y
Keywords in description N N N Y Y
Block fixed effects N N N N Y



Table 3: NLSY Wage Results for Young Men, Similar to Table 1 of Neal & Johnson (1996)

Panel A: Black-white wage gap results

(1) (2) (3) (4)

Coefficient on black indicator -22.1 -19.6 -7.2 -11.7
(log points) (3.6) (3.5) (3.8) (3.9)

Included covariates:
Hispanic indicator, and age Y Y Y Y
Education N Y N Y
AFQT N N Y Y

N 1,749 1,749 1,749 1,749

Panel B: Implied decomposition components

Sequence
E-A A-E

Education completed as of 1990 -2.5 4.5
AFQT -7.9 -14.9
Total -10.4 -10.4

Note: All equations include the same sample used throughout and include 1,749 observations.
Estimated standard errors appear in parentheses.



Table 4: The Black-White Gap in Years of Schooling Completed by 1990s

(1) (2)

Coefficient on black indicator -0.37 1.10
(log points) (0.14) (0.11)

N 1,749 1,749

Included covariates:
Hispanic indicator, and age Y Y
AFQT N Y

Note: Reported coefficients are estimates of Γeduc
race and Γ

AFQT
race , computed as the coefficient on a

black indicator from least-squares estimation of equations with education/AFQT as the depen-
dent variable and a constant and Hispanic and age controls included. All equations include the
same sample used throughout and include 1,749 observations. Estimated standard errors appear in
parentheses.



Table 5: Understanding the Decomposition of δ̂race

Panel A. Conditional Decomposition Components

Education AFQT Total

Γ̂race -0.37 -0.87
β̂2 0.041 0.1013

δ̂race -0.0155 -0.0881 -0.104
(= Γ̂race× β̂2)

Panel B. Sequential Decomposition Components

Education AFQT Total

Sequence 1:
Education-AFQT -0.0249 -0.0786 -0.104
Bias -0.0095 0.0095 0.00

Sequence 2:
AFQT-Education 0.0453 -0.1489 -0.104
Bias 0.0608 -0.0608 0.00
(= Γ̂race× β̂2)

Note: Estimates of Γeduc
race and Γ

AFQT
race are computed as the coefficient on a black indicator from least-

squares estimation of equations with education/AFQT as the dependent variable and a constant
and Hispanic and age controls included. Estimates of β2,educ and β2,AFQT are taken from the full
specification of the wage equation, which includes all X1 variables (a constant, black and Hispanic
indicators, and age) and both X2 variables (AFQT and years of schooling). All equations include
the same sample used above and include 1,749 observations.
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Table 6: Decomposing the Black-White Wage Gap Into Education, AFQT, Occupation and Indus-
try Components

Specification
Base Full Explained

Black-white gap -22.11 -9.26 -12.85
(3.63) (3.81) (2.26)

Covariates
AFQT N Y -7.06

(1.84)

Education N Y -1.56
(0.66)

12 Occupation dummies N Y -4.34
(1.03)

12 Industry dummies N Y 0.11
(0.90)

Note: Standard errors in parentheses (computed under the assumption of conditional sphericality).
Both models include Hispanic-background and linear age controls, and both models use the same
1,749 observations.
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